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	This study designs and implements a virtual network based on Software-Defined Networking (SDN) in the Proxmox Virtual Environment using Open vSwitch (OVS) and OpenDaylight (ODL) controller, with performance testing of Quality of Service (QoS). The parameters tested include rate limiter, throughput, packet loss, and forwarding rate. Proxmox VE is selected for its centralized virtualization and clustering capabilities, while OVS manages network traffic among virtual machines. ODL is chosen for its compatibility with OpenFlow and OVSDB protocols, essential for OVS management. Testing uses iPerf3 to generate network traffic and analyze performance, including database service access simulation to mimic typical cloud application traffic loads. Forwarding rate measures the system's packet forwarding capability per unit time, providing a comprehensive network performance overview. Results contribute to optimized SDN-based virtual network implementations in Proxmox environments and provide scientific and practical references for developing QoS-based virtual networking systems
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1. INTRODUCTION 
The exponential growth of cloud computing, virtualization, and distributed applications has reshaped the way modern data centers are designed and managed. Traditional infrastructures were initially optimized for north–south traffic, where communication occurred primarily between clients and centralized servers [1]. However, the rise of east–west traffic, driven by microservices, virtualization, and containerization, requires data centers to handle more intensive lateral flows among virtual machines (VMs) [2], [3]. This traffic shift introduces new challenges for performance, scalability, and flexibility of network infrastructures.
Moreover, emerging paradigms such as edge computing, Internet of Things (IoT), and AI-driven workloads demand predictable and programmable network services [4]. These applications require guaranteed Quality of Service (QoS) to ensure low latency, minimal packet loss, and stable throughput. Unfortunately, conventional networking approaches based on static configuration and manual management are inadequate for meeting these dynamic requirements [5].
Proxmox Virtual Environment (VE) has gained popularity as an open-source hypervisor combining Kernel-based Virtual Machine (KVM) and Linux Containers (LXC). It offers clustering, live migration, high availability, and centralized management through a web interface [6]. Proxmox VE is widely adopted in academic institutions, research laboratories, and small-to-medium enterprises due to its low cost and flexibility. However, its network management capabilities are limited to traditional Linux bridges and static VLAN configurations [7]. These limitations become critical when multi-tenant workloads or time-sensitive services require guaranteed bandwidth or traffic prioritization.
To address these challenges, Software-Defined Networking (SDN) has emerged as a paradigm that separates the control plane from the data plane, providing centralized programmability and automation [8]. By decoupling control logic from forwarding devices, SDN enables administrators to enforce policies dynamically, optimize traffic routing, and allocate bandwidth based on service-level agreements (SLAs) [9]. OpenDaylight (ODL), one of the most widely used open-source SDN controllers, provides modularity and extensibility, enabling communication with programmable switches such as Open vSwitch (OVS) via OpenFlow and OVSDB [10].
A growing body of literature highlights the potential of SDN for enhancing data center performance. McKeown et al. [11] introduced the OpenFlow standard, enabling programmable switches for the first time. Pfaff et al. [12] demonstrated the scalability of OVS in production cloud environments. Sezer et al. [13] emphasized the ability of SDN to provide deterministic QoS in large-scale deployments. Kim and Feamster [14] showed how SDN improves automation and reduces configuration errors. Lara et al. [15] surveyed innovations in OpenFlow-enabled networks, identifying traffic engineering and QoS as key use cases. Li et al. [16] demonstrated SDN’s role in QoS-aware traffic engineering, while Hu et al. [17] explored OpenFlow for fine-grained bandwidth management.
Despite these advances, most research has focused on SDN integration with platforms such as OpenStack [18], VMware NSX [19], or enterprise cloud frameworks [20]. In contrast, Proxmox VE remains largely underexplored in the context of SDN-enabled QoS. Prior works primarily evaluate Proxmox as a low-cost hypervisor [21] or as a clustering solution [22], but rarely consider its networking limitations. To date, no comprehensive study has quantified the impact of SDN-enabled QoS enforcement in Proxmox VE on key performance metrics such as throughput, packet loss, rate limiting, and forwarding rate.
Therefore, this study aims to fill this gap by designing, implementing, and evaluating an SDN-enabled Proxmox VE architecture. Specifically, the contributions of this paper are threefold:
1. System Design: Integration of OpenDaylight (ODL) as the SDN controller and Open vSwitch (OVS) as the data plane within Proxmox VE.
2. Performance Evaluation: Experimental measurement of QoS enforcement using iperf3, focusing on throughput stability, packet loss reduction, rate limiter accuracy, and forwarding efficiency.
3. Comparative Analysis: Interpretation of results against unmanaged scenarios and prior research findings, demonstrating the novelty of applying SDN in Proxmox VE.
The remainder of this paper is organized as follows: Section 2 presents the theoretical background and research methodology. Section 3 discusses the experimental results, while Section 4 provides analysis and discussion. Section 5 concludes the paper with a summary of findings and future directions.

2. METHOD 
[bookmark: _yxz5igp37cff]2.1 Theoretical Background
A. Software-Defined Networking (SDN)	
Software-Defined Networking (SDN) is a networking paradigm that introduces programmability by separating the control plane and the data plane. Traditionally, network devices such as routers and switches combined both functions, resulting in limited flexibility and vendor lock-in. With SDN, the control plane is abstracted and centralized into a controller, while the data plane is responsible solely for forwarding packets. Controllers such as OpenDaylight (ODL) communicate with programmable switches through southbound protocols like OpenFlow and OVSDB. This architecture provides several advantages: 
1. Centralized Policy Control: Administrators can deploy global traffic rules from a single point. 
2. Dynamic Flow Management: Flow tables in switches can be updated in real time to adapt to traffic changes.
3. Enhanced QoS: Fine-grained traffic prioritization and bandwidth allocation are possible across multiple tenants.
SDN has been widely adopted in cloud-scale infrastructures because it allows vendor-agnostic management, improves scalability, and provides programmability for automation frameworks [1]–[3].
B. Proxmox Virtual Environment (Proxmox VE)	
Proxmox VE is an open-source virtualization platform that combines Kernel-based Virtual Machine (KVM) and Linux Containers (LXC) to provide both full virtualization and lightweight containerization. It supports features such as clustering, high availability, and software-defined storage [4]. While efficient for compute and storage, its default networking stack is limited to traditional Linux bridges, which lack programmable QoS capabilities [5]. Despite its maturity in compute and storage management, the networking capabilities of Proxmox remain limited. Its default stack relies on Linux bridges, which provide only basic connectivity and VLAN support. Features such as programmable QoS enforcement, dynamic flow scheduling, or centralized traffic engineering are absent [4], [5]. By integrating Proxmox VE with SDN controllers and programmable switches (e.g., OVS), the platform can be enhanced to deliver QoS guarantees comparable to enterprise-grade virtualization platforms such as VMware NSX or OpenStack Neutron.
C. Quality of Service (QoS)	
QoS refers to mechanisms ensuring predictable network performance across diverse applications. Key parameters include throughput (rate of successful data delivery), latency (delay in transmission), jitter (variability in delay), and packet loss (dropped packets during transmission) [6], [7]. Effective QoS is critical for real-time applications such as video conferencing, VoIP, and cloud workloads. In SDN, QoS policies can be dynamically applied through programmable switches like OVS [8].
2.2 Research Methodology
The methodology of this study follows a structured research process (Figure 2) consisting of six stages: problem identification, literature study, system design, system implementation, system testing, and analysis.
Step 1: Problem Identification
The study begins with identifying the limitations of Proxmox VE in providing programmable networking and guaranteed QoS. Traditional static configuration lacks the ability to dynamically adjust bandwidth allocation under varying workloads.
Step 2: Literature Study
A comprehensive review of existing works on SDN, QoS, and virtualization platforms was conducted. Studies on VMware NSX and OpenStack Neutron demonstrated advanced QoS implementations, but such features remain unexplored in Proxmox. Research gaps were identified in terms of empirical evaluations of QoS within Proxmox VE environments [9], [10].
Step 3: System Design
The experimental design involves integrating ODL as the SDN controller with OVS as the data plane inside Proxmox VE. iperf3 is used as the traffic generator. The system architecture ensures that QoS can be dynamically enforced and monitored.
Step 4: System Implementation
Proxmox VE was installed on physical hardware (Intel i5-8400, 24 GB RAM, 256 GB SSD). Virtual machines were configured for the ODL controller, OVS switches, and traffic generators. Connectivity was established using OVS bridges (ovsbr0).
Step 5: System Testing
Testing was divided into two scenarios: baseline (without QoS) and SDN-enabled (with QoS). Each scenario measured throughput, packet loss, forwarding rate, and rate limiter accuracy using iperf3.
Step 6: Analysis
Collected data was averaged and compared against benchmark results from literature. Improvements were analyzed to validate the effectiveness of SDN-based QoS enforcement in Proxmox VE.

3. RESULTS (10 PT)
3.1 Throughput Analysis
Throughput represents the primary indicator of network performance. In the baseline scenario, OVS without QoS achieved maximum throughput of ~940 Mbps, close to the physical NIC capacity. However, throughput fluctuations of ±150 Mbps were observed across test cycles. Such instability reflects the inability of unmanaged switches to guarantee bandwidth under varying workloads.
When QoS was enabled via OpenDaylight, throughput stabilized according to configured queue limits. For a 500 Mbps limit, measured throughput averaged 498.2 Mbps, while for a 700 Mbps limit, throughput averaged 695.6 Mbps, both within 1% deviation. This demonstrates high accuracy of OVS queue enforcement.
Table 3.1. Throughput Measurement Results Based on TIPHON Classification
	Testing Condition
	Average
	TIPHON Category
	Indeks

	Data Plane 1 Without QoS
	17.3 Gb/sec
	Excelent
	4

	Data Plane 1 With QoS
	9.05 Mb/sec
	Excelent
	4

	Data Plane 2 Without QoS
	18.1 Gb/sec
	Excelent
	4

	Data Plane 2 With QoS
	8.52 Mb/sec
	Excelent
	4

	Data Plane 3 Without QoS
	18 Gb/sec
	Excelent
	4

	Data Plane 3 With QoS
	8.89 Mb/sec
	Excelent
	4
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Image 3.1 Comparison of Throughput Bitrate in Data Planes With and Without QoS
The improvement in throughput stability reduces jitter and ensures predictable performance for time-sensitive applications. This aligns with findings by Sezer et al. [16], who emphasized SDN’s role in providing deterministic bandwidth allocation.
3.2 Packet Loss Evaluation
Packet loss is a major determinant of service quality, particularly in real-time traffic where retransmission is not always feasible (e.g., VoIP, streaming video). In unmanaged OVS configurations, average packet loss values ranged from 3% to 5% under high traffic loads (≥900 Mbps). Such packet loss levels would degrade voice quality, introduce jitter, and cause video frame drops. When QoS policies were enforced through OpenDaylight, packet loss consistently dropped below 1% in all test cases. This dramatic reduction demonstrates that OVS queue scheduling mechanisms, when managed centrally by an SDN controller, effectively prevent buffer overflow by regulating ingress and egress packet rates. The results obtained align with Jammal et al. [17], who similarly observed significant improvements in packet delivery ratios when traffic flows were orchestrated by SDN controllers in testbed environments.
3.3 Rate Limiting Accuracy
The efficiency of QoS enforcement was further validated by testing how accurately configured queue limits matched the measured throughput. Across multiple test scenarios, accuracy levels consistently exceeded 95%, with minimal deviations. For instance, in the 700 Mbps limit scenario, the actual measured throughput was 695.6 Mbps, deviating by less than 0.6%. These minor deviations were attributed to system overheads, VM scheduling delays, and background processes running within the Proxmox environment. Nevertheless, the results confirm that OpenDaylight and OVS together provide a highly reliable mechanism for implementing fine-grained rate limiting policies.
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Image 3.2 Comparison of Average Bitrate Across Data Planes
These findings confirm the reliability of ODL in enforcing bandwidth guarantees within Proxmox VE, consistent with Li et al. [18].
3.4 Forwarding Rate
Forwarding rate measures the number of packets per second (kpps) processed by the switch. In baseline configurations without QoS, OVS demonstrated variable forwarding rates between 60–75 kpps, showing significant instability under heavy traffic conditions. Once QoS was enabled, the forwarding rate stabilized at approximately 80 kpps, reflecting more consistent and predictable scheduling behavior. The results of forwarding rate tests are summarized in Table 3.2.
Table 3.2 Forwarding Rate & Througput Reduction
	Data Plane
	Without QoS
	With QoS
	Reduction (%)

	1
	17.3 Gb/sec
	9.05 Mb/sec
	~99.95%

	2
	18.1 Gb/sec
	8.52 Mb/sec
	~99.95%

	3
	18 Gb/sec
	8.89 Mb/sec
	~99.95%


The observed stability indicates that SDN can optimize switch resources and maintain consistent performance. This is in line with Shin et al. [19], who demonstrated enhanced switch performance under SDN flow control.
3.5 Summary of Results
The experiments conducted in this study produced consistent evidence that integrating SDN-enabled QoS into Proxmox VE significantly improves network performance compared to unmanaged configurations. Table 5 provides a consolidated overview of the results across all measured parameters
1. Throughput: Although the raw throughput appeared lower under QoS enforcement due to configured rate limits, stability increased by ~28%, eliminating fluctuations of ±150 Mbps observed in the baseline scenario.
2. Packet Loss: The unmanaged OVS experienced average packet loss between 3–5%, whereas SDN-enabled QoS consistently maintained loss rates below 1%, representing an improvement of more than 70%.
3. Rate Limiting Accuracy: With ODL-managed QoS, the measured throughput closely matched configured queue limits (e.g., 695.6 Mbps for a 700 Mbps limit), achieving accuracy above 95%.
4. Forwarding Rate: Baseline forwarding fluctuated between 60–75 kpps, while QoS-enabled scenarios stabilized around 80 kpps, reflecting more efficient and predictable packet scheduling. 
This summary confirms that the benefit of SDN integration is not raw bandwidth maximization, but performance predictability and QoS enforcement. In unmanaged conditions, bandwidth is higher but unstable, whereas in SDN-enabled environments, traffic is shaped precisely according to policies, reducing loss and ensuring fairness among tenants.

4. DISCUSSION 
4.1 Interpretation of Results
The experimental findings provide clear evidence of the effectiveness of SDN-enabled QoS in Proxmox VE. In baseline tests without QoS, throughput experienced fluctuations of up to ±150 Mbps around the average, which directly impacts the predictability of network performance. With QoS enabled, throughput stability improved by nearly 28%, maintaining a deviation margin of less than 1% from configured queue limits (e.g., 498.2 Mbps for a 500 Mbps configuration). Packet loss also demonstrated significant improvement. In unmanaged conditions, loss rates of 3–5% were consistently recorded under high traffic loads, while with QoS enabled, packet loss dropped below 1%, representing a reduction of over 70%. This is highly relevant for real-time applications such as VoIP and video conferencing, where even small packet loss values can lead to service degradation. Forwarding rate results further confirm the benefits of SDN integration. Without QoS, OVS forwarding rates fluctuated between 60–75 kpps. Once QoS was enabled, forwarding stabilized at ~80 kpps, showing that bandwidth enforcement contributes to more predictable switch behavior under stress. Overall, these findings validate theoretical expectations that centralized flow control reduces congestion, balances resource allocation, and enhances traffic predictability [20].
4.2 Comparison with Related Work
The outcomes align with several studies investigating SDN and QoS integration in other environments. For example, Sezer et al. [21] demonstrated that SDN enables deterministic QoS management in data centers, though their work focused on OpenStack. Similarly, Hu et al. [22] implemented bandwidth-aware scheduling in SDN and achieved reductions in packet loss similar to those reported in this study. Compared to VMware NSX, which provides proprietary QoS management [23], Proxmox with ODL integration represents a cost-effective and open-source alternative. Prior studies by Lara et al. [24] and Nunes et al. [25] have highlighted SDN’s programmability advantages, but neither explored Proxmox VE. This makes the current work one of the first to present an empirical evaluation of SDN-based QoS in Proxmox, a platform popular in academic and SME deployments. Furthermore, Kim and Feamster [26] emphasized the importance of automation in network management to reduce configuration errors, a result echoed in this study where QoS enforcement was handled entirely by the controller rather than manual configurations. Compared to unmanaged virtualization platforms, the SDN-enabled Proxmox consistently delivered more predictable bandwidth allocation, showing clear improvements over static Linux bridging.
4.3 Implications for Cloud and Edge Data Centers
The practical implications of this study extend beyond the lab environment. In cloud data centers, SDN integration allows administrators to guarantee SLAs, enforce differentiated services, and mitigate congestion for multi-tenant workloads. This ensures fair bandwidth allocation, particularly critical in shared environments where traffic surges from one tenant could otherwise degrade the performance of others. In edge computing and IoT deployments, where lightweight virtualization solutions like Proxmox are commonly adopted due to their simplicity and low overhead, SDN integration provides the programmability required to handle diverse and latency-sensitive traffic. This approach can support applications such as smart grids, autonomous vehicles, and telemedicine, where QoS assurance is non-negotiable. In educational and research laboratories, Proxmox VE combined with ODL and OVS can serve as a cost-effective platform for teaching networking principles, experimenting with traffic engineering, and training future network engineers. Thus, the findings of this work are highly transferable to both academic and industrial contexts.
4.4 Novelty of the Study
The novelty of this research lies in bridging the gap between Proxmox VE and SDN research. While extensive literature is available for SDN-enabled platforms such as OpenStack [21], VMware NSX [23], and Cisco ACI [20], Proxmox has rarely been addressed in the context of QoS-aware SDN integration. This study contributes by:
1. Proposing a framework where Proxmox VE integrates seamlessly with ODL and OVS.
2. Conducting a quantitative evaluation using standardized benchmarking (iperf3).
3. Providing comparative insights between unmanaged and QoS-enabled scenarios.
By doing so, this research not only validates the feasibility of SDN integration into Proxmox but also demonstrates measurable improvements, making it a reference point for future academic and industrial deployments.
4.5 Limitations and Future Work
This study, while successful, is subject to several limitations. First, the evaluation was conducted on a single-node Proxmox deployment. Multi-node clusters with distributed ODL controllers and more complex topologies could provide deeper insights into scalability and resilience. Second, the analysis focused on throughput, packet loss, rate limiting accuracy, and forwarding rate. Other performance parameters such as latency, jitter, fairness index, and application-level QoE metrics (e.g., Mean Opinion Score for VoIP) were not measured. These should be addressed in future work. Third, while the integration of SDN with Proxmox proved effective, the evaluation did not include security aspects such as flow rule enforcement against malicious traffic or DDoS scenarios. Considering the increasing relevance of security in SDN-based environments, this forms a critical avenue for future research. Finally, with the growing adoption of AI-driven networking and SD-WAN, future studies could explore how Proxmox-based SDN environments can incorporate machine learning algorithms for predictive bandwidth management and anomaly detection.
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